
SAS® Event Stream Processing 
6.1: Tutorials and Examples

Streaming Data versus Static Data

View the slideshow in SAS Help Center.

What is an Event?

View the slideshow in SAS Help Center.

What is an Event Stream Processing Model?

View the slideshow in SAS Help Center.

Model Components

View the slideshow in SAS Help Center.

Using Connectors and Adapters to Publish and 
Subscribe

View the slideshow in SAS Help Center.

http://documentation.sas.com/?docsetId=esptex&docsetVersion=6.1&docsetTarget=streaming-static.htm&docsetTargetAnchor=n1q8vhi2e2xjfmn1oynjt0xbf2m6&locale=en
http://documentation.sas.com/?docsetId=esptex&docsetVersion=6.1&docsetTarget=events.htm&docsetTargetAnchor=p1dxr8agkjffzcn1mac3he9nbnma&locale=en
http://documentation.sas.com/?docsetId=esptex&docsetVersion=6.1&docsetTarget=model-overview.htm&docsetTargetAnchor=n0sjdr1rbfa8vzn1rwev8j37babx&locale=en
http://documentation.sas.com/?docsetId=esptex&docsetVersion=6.1&docsetTarget=model-components.htm&docsetTargetAnchor=p0n1fuzm74fmpen1efzst6tdrs43&locale=en
http://documentation.sas.com/?docsetId=esptex&docsetVersion=6.1&docsetTarget=n1eul2pjfc2zrwn13kj9vni7sw15.htm&docsetTargetAnchor=n1ktlz3ykvj0gin1xd7lhlzfg3f3&locale=en


Examples

Filtering Events

Filter windows use expressions, user-defined functions (global functions), and registered plug-in functions to 
determine what input events are allowed to stream through. For more information, see XisError: Unexpected 
access error occurred for cross reference book title for alias = "espcreatewindows", locale = "en", and source file 
= "sas.xis.doc.xml://esptex/xml/filtering_events.xml". This attribute is being referenced by project esptex(en):dev/
vert-ibdoc9.

Consider the following continuous query:

Figure 1 Source Window Streaming Events into a Filter Window

At the top of the query is a Source window named Trades that streams data about securities transactions. A file 
and socket connector is established to publish events into the Trades window from a file named trades.csv in the 
data directory:

<window-source name='Trades' index='pi_RBTREE'> 
       <schema>
           <fields>
               <field name='tradeID' type='string' key='true'/>
               <field name='security' type='string'/>
               <field name='quantity' type='int32'/>
               <field name='price' type='double'/>
               <field name='traderID' type='int64'/>
               <field name='time' type='stamp'/>
           </fields>
       </schema>
       <connectors>   
            <connector class="fs" name="publisher">  
              <properties>
                <property name="type">pub</property>
                <property name="fstype">csv</property>
                <property name="fsname">/data/trades.csv</property>
                <property name="transactional">true</property>
                <property name="blocksize">1</property>
                <property name="dateformat">%d/%b/%Y:%H:%M:%S</property>
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              </properties>
            </connector>
        </connectors>
</window-source>
</windows>

A Filter window named LargeTrades is established to receive events from the Trades window. It filters out events 
that involve fewer than 100 shares.

<window-filter name='LargeTrades'>
       <expression>quantity >= 100</expression>
</window-filter>

Edges connect the windows.

<edges>
           <edge source='Trades' target='LargeTrades'/> 
  </edges>

Suppose that the following input streams through the Source window:

Figure 2 Input to the Trades Source Window

Here are the events that stream from the Filter window:

Figure 3 Output from the LargeTrades Filter Window
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This set of windows is one component of the example that is available in $DFESP_HOME/examples/xml/
trades_xml.

Using Join Windows

A Join window receives events from a left input window and a right input window. It produces a single output 
stream of joined events. Joined events are created according to a user-specified join type and user-defined join 
conditions. For more information, see XisError: Unexpected access error occurred for cross reference book title 
for alias = "espcreatewindows", locale = "en", and source file = "sas.xis.doc.xml://esptex/xml/
filtering_events.xml". This attribute is being referenced by project esptex(en):dev/vert-ibdoc9..

Consider the following continuous query:

Figure 4 Continuous Query That Uses a Simple Join

At the top of the query is a Source window named Trades that streams data about securities transactions. A file 
and socket connector is established to publish events into the Trades window from a file named trades.csv in the 
data directory:

<window-source name='Trades' index='pi_RBTREE'> 
       <schema>
           <fields>
               <field name='tradeID' type='string' key='true'/>
               <field name='security' type='string'/>
               <field name='quantity' type='int32'/>
               <field name='price' type='double'/>
               <field name='traderID' type='int64'/>
               <field name='time' type='stamp'/>
           </fields>
       </schema>
       <connectors>   
            <connector class="fs" name="publisher">  
              <properties>
                <property name="type">pub</property>
                <property name="fstype">csv</property>
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                <property name="fsname">/data/trades.csv</property>
                <property name="transactional">true</property>
                <property name="blocksize">1</property>
                <property name="dateformat">%d/%b/%Y:%H:%M:%S</property>
              </properties>
            </connector>
        </connectors>
</window-source>
</windows>

A Filter window named LargeTrades receives events from the Trades window. It filters out any event that 
involves fewer than 100 shares.

<window-filter name='LargeTrades'>
       <expression>quantity >= 100</expression>
</window-filter>

A second Source window named Traders streams data about who performs those transactions. A file and socket 
connector is established to publish events into the Traders window from a file named traders.csv in the data 
directory:

<window-source name='Traders'> 
      <schema>
          <fields>
              <field name='ID' type='int64' key='true'/>
              <field name='name' type='string'/>
          </fields>
      </schema>
     <connectors> 
            <connector class="fs" name="publisher"> 
              <properties>
                <property name="type">pub</property>
                <property name="fstype">csv</property>
                <property name="fsname">/data/traders.csv</property>
                <property name="transactional">true</property>
                <property name="blocksize">1</property>
              </properties>
            </connector>
        </connectors>
</window-source>

A Join window named AddTraderName matches filtered transactions from the first Source window with their 
associated traders from the second. The match conditions in conditions tag match traderID values in the 
transactions source to ID values in the traders source.

<window-join name='AddTraderName'>
       <join type="leftouter">
           <conditions>
               <fields left='traderID' right='ID' />
           </conditions>
       </join>
       <output>
           <field-selection name='security' source='l_security'/> 
           <field-selection name='quantity' source='l_quantity'/>
           <field-selection name='price' source='l_price'/>
           <field-selection name='traderID' source='l_traderID'/>
           <field-selection name='time' source='l_time'/> 
           <field-selection name='name' source='r_name'/>
       </output>
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</window-join>

By default, this join order is determined through the specification of edges. The left window is the first window 
that is defined as a connecting edge to the Join window. The right window is the second window that is defined 
as a connecting edge.

<edges>
                        <edge source="LargeTrades" target="AddTraderName"/> <!-1-->
           <edge source='Traders' target='AddTraderName'/> <!-2-->
           <edge source='Trades' target='LargeTrades'/> 
</edges>

Suppose that the following input streams through the Source window:

Figure 5 Input to the Trades Source Window

Here are the events that stream from the Filter window:

Figure 6 Output from the LargeTrades Filter Window

Now suppose that these events stream through the Traders Source window:
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Figure 7 Input into the Traders Source Window

Here is the result of matching filtered transactions from the first Source window with their associated traders 
from the second:

Figure 8 Output from the AddTraderName Join Window

This set of windows is one component of the example that is available in $DFESP_HOME/examples/xml/
trades_xml.

Using SAS Micro Analytic Service Modules

A SAS Micro Analytic Service (MAS) module is essentially a named block of code that you execute within a 
model. This block, which you define at the project level, can contain one or more functions. You define a MAS 
map in a Calculate window to bind a function to any of its input windows. This binding acts as the input handler 
for the Calculate window.

Consider the following continuous query:

Figure 9 Continuous Query Containing a Source Window Streaming into a Calculate Window
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The Source window Trades contains a schema that specifies the fields that define the structure of incoming 
events. Events stream into the Source window through a file and socket publisher connector. The input data is 
contained in a file named input.csv in the current working directory.

<window-source name='Trades' index='pi_RBTREE'>
          <schema>
            <fields>
              <field name='tradeID' type='string' key='true'/>
              <field name='security' type='string'/>
              <field name='quantity' type='int32'/>
              <field name='price' type='double'/>
              <field name='traderID' type='int64'/>
              <field name='time' type='string'/>
            </fields>
          </schema>
          <connectors>
            <connector class='fs' name='pub'>
              <properties>
                <property name='type'>pub</property>
                <property name='fstype'>csv</property>
                <property name='fsname'>input.csv</property>
                <property name='blocksize'>1</property>
              </properties>
            </connector>
          </connectors>
        </window-source>

A MAS module named module_1 is defined at the project level. It contains a function named compute_total 
written in Python. The Python code for compute_total is specified within the <code> element of the module. This 
function acts as the input handler for all events that are passed from the input window to the Calculate window.

<mas-modules>
    <mas-module language="python" module="module_1" func-names='compute_total' >
      <code>
        <![CDATA[
         def compute_total(quantity, price):
             "Output: total"
             total = quantity * price
         return total
        ]]>
      </code>
    </mas-module>
  </mas-modules>

Data relevant to the security being traded, the quantity of shares, the current prices, and the person who 
performed the trade are streamed into the Calculate window named pw1. (Before SAS Event Stream Processing 
5.2, support for MAS modules was provided through the Procedural window.) At the map level of the Calculate 
window, the window map binds the compute_total function of module_1 to the input window.

 <window-calculate name='pw1' algorithm='MAS'>
          <schema>
            <fields>
              <field name='tradeID' type='string' key='true'/>
              <field name='security' type='string'/>
              <field name='quantity' type='int32'/>
              <field name='price' type='double'/>
              <field name='traderID' type='int64'/>
              <field name='time' type='string'/>
              <field name='total' type='double'/>
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            </fields>
          </schema>
          <mas-map>
            <window-map module="module_1" revision="0" source="Trades" function="compute_total"/>
          </mas-map>
 </window-calculate>

Edges connect the Source window to the Calculate window.

<edges>
        <edge source='Trades' target='pw1' role='data'/>
</edges>

Suppose that you stream the following events through the Source window:

Figure 10 Events That Stream Through the Trades Window

Here are the resulting events from the Calculate window:

Figure 11 Results From the Calculate Window

For more information about using MAS modules in Calculate windows, see XisError: Unexpected access error 
occurred for cross reference book title for alias = "espan", locale = "en", and source file = "sas.xis.doc.xml://
esptex/xml/MAS_module.xml". This attribute is being referenced by project esptex(en):dev/vert-ibdoc9..
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Notification Window Examples

Building a Streaming Performance Monitor

Suppose that you want to stream a Counter window into a Filter window in order to check whether total 
throughput rate has dropped below 130,000 events per second. When that condition occurs, the event streams 
into a notification window that sends an SMS text message alerting someone of the slow streaming condition.

Here is the counter window:

<window-counter name='counter' 
                       count-interval='2 seconds' 
                       clear-interval='30 seconds'/>

It feeds the following Filter window:

<window-filter name='poorPerformance'>
   <expression><![CDATA[totalSeconds > 10 and totalRate<130000]]></expression>
</window-filter>

Note that the totalSeconds > 10. You anticipate clocking slower rates as the data begins to stream.

Next, feed the event that indicates poor performance into a Notification window:

<window-notification name='reportPerformance'>
   <smtp host='mailhost.fyi.sas.com' />
   <delivery-channels>
      <sms test='false' throttle-interval='2 hours'>
         <sms-info>
            <sender>brenda.doe@orion.com</sender>
            <from>ESP_Trade_Monitor</from>
            <subject>Slow Streaming</subject>
            <gateway>txt.att.net</gateway>
            <phone>5556466705</phone>
         </sms-info>
         <sms-contents>
            <text-content>
                The trade streaming has become very slow. 
                It is only processing $totalRate trades per second after running 
                for $totalSeconds seconds.
            </text-content>
         </sms-contents>
      </sms>
   </delivery-channels>
</window-notification>

You do not need extra schema or function context in this example. All the information you want to send is in the 
input event. The event generated by a counter window that looks like this:

<event opcode='upsert' window='project/query/counter'>
   <value name='input'>source</value>
   <value name='intervalCount'>283473</value>
   <value name='intervalRate'>141736</value>
   <value name='intervalSeconds'>2</value>
   <value name='totalCount'>782662</value>
   <value name='totalRate'>130444</value>
   <value name='totalSeconds'>6</value>
</event>
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Grab the totalRate field and send it in an SMS text message along with the number of seconds that events 
have been streaming. The recipient gets an SMS text message with this data.

Catching Front Running Traders

The following example catches stock traders when they attempt front running buys. A broker caught in the act is 
sent an email, an SMS text message, and an MMS message. The message includes graphic details of the 
trades involved in the violation, and for the channels that permit graphics, contains an image of someone in a jail 
cell. All relevant message routing information is included in the broker dimension data:

i,n,1012112,Frodo,ESP,940 Orion Suite 201 Cary NC 27513,,frodo.doe@orion.com,5556466705,txt.att.net,mms.att.net

i,n,1012223,Sam,ESP,940 Orion Suite 201 Cary NC 27513,,sam.doe@orion.com,5556466706,txt.att.net,mms.att.net

i,n,1012445,Pippin,ESP,940 Orion Suite 201 Cary NC 27513,pippin.doe@orion.com,5556466707,txt.att.net,mms.att.net

i,n,1012334,Merry,ESP,940 Orion Suite 201 Cary NC 27513,merry.doe@orion.com,5556466708,txt.att.net,mms.att.net

i,n,101667,Gandalf,ESP,940 Orion Suite 201 Cary NC 27513,gandalf.doe@orion.com,5556466709,txt.att.net,mms.att.net

i,n,1012001,Aragorn,ESP,940 Orion Suite 201 Cary NC 27513,aragorn.doe@orion.com,5556466710,txt.att.net,mms.att.net

Note that the last four fields contain the email, phone number, and SMS and MMS gateways for each broker.

First, data streams into the model through a Source window.

<window-source name='brokersSource' insert-only='true'>
   <schema-string>broker*:int32,brokerName:string,brokerage:string,
                  brokerAddress:string,brokerPhone:string,email:string,
                  smsGateway:string,mmsGateway:string</schema-string>
   <connectors>
      <connector class='fs'>
         <properties>
            <property name='type'>pub</property>
            <property name='fstype'>csv</property>
            <property name='fsname'>data/brokers.csv</property>
         </properties>
      </connector>
   </connectors>
</window-source>

A Pattern window is constructed to detect front running violations. The Pattern window needs to carry a lot of 
information because it deals with up to three trades. Each trade contains broker and customer information as 
well as the trade data. All of this data must be available to format a notification message.

The Pattern window looks like this:

<window-pattern name='frontRunning'>
   <schema>
      <fields>
         <field name='id' type='int64' key='true' />
         <field name='broker' type='int32' />
         <field name='brokerName' type='string' />
         <field name='email' type='string' />
         <field name='phone' type='string' />
         <field name='sms' type='string' />
         <field name='mms' type='string' />
         <field name='customer' type='int32' />
         <field name='symbol' type='string' />
         <field name='tstamp1' type='string' />
         <field name='tstamp2' type='string' />
         <field name='tstamp3' type='string' />
         <field name='tradeId1' type='int32' />
         <field name='tradeId2' type='int32' />
         <field name='tradeId3' type='int32' />
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         <field name='price1' type='double' />
         <field name='price2' type='double' />
         <field name='price3' type='double' />
         <field name='quant1' type='int32' />
         <field name='quant2' type='int32' />
         <field name='quant3' type='int32' />
         <field name='slot' type='int32' />
      </fields>
   </schema>
   <splitter-expr>
      <expression>slot</expression>
   </splitter-expr>
   <patterns>
      <pattern index='broker,symbol'>
         <events>
            <event name='e1'>((buysellflg == 1) 
             and (broker == buyer) 
             and (s == symbol) 
             and (b == broker) 
             and (p == price))</event>
            <event name='e2'>((buysellflg == 1) 
             and (broker != buyer) 
             and (s == symbol) 
             and (b == broker))</event>
            <event name='e3'><![CDATA[((buysellflg == 0) 
             and (broker == seller) 
             and (s == symbol) 
             and (b == broker) 
             and (p < price))]]></event>
         </events>
         <logic>fby{1 hour}(fby{1 hour}(e1,e2),e3)</logic>
         <output>
            <field-selection name='broker' node='e1'/>
            <field-selection name='brokerName' node='e1'/>
            <field-selection name='brokerEmail' node='e1'/>
            <field-selection name='brokerPhone' node='e1'/>
            <field-selection name='brokerSms' node='e1'/>
            <field-selection name='brokerMms' node='e1'/>
            <field-selection name='buyer' node='e2'/>
            <field-selection name='symbol' node='e1'/>
            <field-selection name='date' node='e1'/>
            <field-selection name='date' node='e2'/>
            <field-selection name='date' node='e3'/>
            <field-selection name='id' node='e1'/>
            <field-selection name='id' node='e2'/>
            <field-selection name='id' node='e3'/>
            <field-selection name='price' node='e1'/>
            <field-selection name='price' node='e2'/>
            <field-selection name='price' node='e3'/>
            <field-selection name='quant' node='e1'/>
            <field-selection name='quant' node='e2'/>
            <field-selection name='quant' node='e3'/>
            <field-expr>1</field-expr>
         </output>
      </pattern>
      <pattern index='broker,symbol'>
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         <events>
            <event name='e1'>((buysellflg == 0) 
             and (broker == seller) 
             and (s == symbol) 
             and (b == broker))</event>
            <event name='e2'>((buysellflg == 0) 
             and (broker != seller) 
             and (s == symbol) 
             and (b == broker))</event>
         </events>
         <logic>fby{10 minutes}(e1,e2)</logic>
         <output>
            <field-selection name='broker' node='e1'/>
            <field-selection name='brokerName' node='e1'/>
            <field-selection name='brokerEmail' node='e1'/>
            <field-selection name='brokerPhone' node='e1'/>
            <field-selection name='brokerSms' node='e1'/>
            <field-selection name='brokerMms' node='e1'/>
            <field-selection name='seller' node='e2'/>
            <field-selection name='symbol' node='e1'/>
            <field-selection name='date' node='e1'/>
            <field-selection name='date' node='e2'/>
            <field-expr> </field-expr>
            <field-selection name='id' node='e1'/>
            <field-selection name='id' node='e2'/>
            <field-expr>0</field-expr>
            <field-selection name='price' node='e1'/>
            <field-selection name='price' node='e2'/>
            <field-expr>0</field-expr>
            <field-selection name='quant' node='e1'/>
            <field-selection name='quant' node='e2'/>
            <field-expr>0</field-expr>
            <field-expr>2</field-expr>
         </output>
      </pattern>
   </patterns>
</window-pattern>

An event streams into the Notification window.

<window-notification name='traderBusted'>
   <smtp host='smtp-server.ec.rr.com' 
         user='esptest@ec.rr.com' 
         password='esptest1' port='587' />
   <schema>
      <fields>
         <field name='id' type='int64' key='true' />
         <field name='broker' type='int32' />
         <field name='brokerName' type='string' />
         <field name='email' type='string' />
         <field name='phone' type='string' />
         <field name='sms' type='string' />
         <field name='mms' type='string' />
         <field name='customer' type='int32' />
         <field name='symbol' type='string' />
         <field name='tstamp1' type='string' />
         <field name='tstamp2' type='string' />

13



         <field name='tstamp3' type='string' />
         <field name='tradeId1' type='int32' />
         <field name='tradeId2' type='int32' />
         <field name='tradeId3' type='int32' />
         <field name='price1' type='double' />
         <field name='price2' type='double' />
         <field name='price3' type='double' />
         <field name='quant1' type='int32' />
         <field name='quant2' type='int32' />
         <field name='quant3' type='int32' />
         <field name='slot' type='int32' />
         <field name='day' type='string' />
         <field name='price1' type='double' />
         <field name='price2' type='double' />
         <field name='price3' type='double' />
         <field name='time1' type='string' />
         <field name='time2' type='string' />
         <field name='time3' type='string' />
         <field name='profit' type='double' />
      </fields>
   </schema>
   <function-context>
      <properties>
         <property-list name='time1' delimiter=' '>$tstamp1</property-list>
         <property-list name='time2' delimiter=' '>$tstamp2</property-list>
         <property-list name='time3' delimiter=' '>$tstamp3</property-list>
      </properties>
      <functions>
         <function name='profit'>product($quant3,diff($price3,$price1))</function>
         <function name='day'>listItem(#time1,0)</function>
         <function name='time1'>listItem(#time1,1)</function>
         <function name='time2'>listItem(#time2,1)</function>
         <function name='time3'>listItem(#time3,1)</function>
         <function name='price1'>precision($price1,2)</function>
         <function name='price2'>precision($price2,2)</function>
         <function name='price3'>precision($price3,2)</function>
      </functions>
   </function-context>
   <delivery-channels>
      <email test='true' throttle-interval='1 day'>
         <deliver>contains(toLower($brokerName),'@BROKER@')</deliver>
         <email-info>
            <sender>esptest@ec.rr.com</sender>
            <recipients>$email</recipients>
            <from>ESP Broker Surveillance</from>
            <to>$brokerName</to>
            <subject>You have been caught cheating, $brokerName</subject>
         </email-info>
         <email-contents>
            <html-content><![CDATA[
            <body>You bought <b>$quant1</b> shares of <b>$symbol</b> 
                  for $<b>$price1</b> on <b>$day</b> at <b>$time1</b>. 
                  You then bought <b>$symbol</b> for customer <b>$customer</b> 
                  at <b>$time2</b>, after which you sold <b>$quant3</b> shares of 
                  <b>$symbol</b> at <b>$time3</b> for $<b>$price3</b>, 
                  thus making you a profit of $<b>$profit</b>. <br/><br/></body>
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            ]]></html-content>
            <image-content type='image'>
             http://esp-base:18080/esp/stuff/jail.jpg
            </image-content>
         </email-contents>
      </email>
      <mms test='true' throttle-interval='1 day'>
         <deliver>contains(toLower($brokerName),'@BROKER@')</deliver>
         <mms-info>
            <sender>esptest@ec.rr.com</sender>
            <subject>You have been caught cheating, $brokerName</subject>
            <gateway>$mms</gateway>
            <phone>$phone</phone>
         </mms-info>
         <mms-contents>
            <text-content>You bought $quant1 shares of $symbol 
             for $$price1 on $day at $time1. You then bought $symbol for customer 
             $customer at $time2, after which you sold $quant3 shares of $symbol 
             at $time3 for $$price3, thus making you a profit of $$profit.
            </text-content>
            <image-content type='image'>
             http://esp-base:18080/esp/stuff/x.jpg
            </image-content>
         </mms-contents>
      </mms>
      <sms test='true' throttle-interval='1 day'>
         <deliver>contains(toLower($brokerName),'@BROKER@')</deliver>
         <sms-info>
            <sender>esptest@ec.rr.com</sender>
            <subject>You have been caught, $brokerName</subject>
            <from>ESP Broker Surveillance</from>
            <gateway>$sms</gateway>
            <phone>$phone</phone>
         </sms-info>
         <sms-contents>
            <text-content>You bought $quant1 shares of $symbol 
            for $$price1 on $day at $time1. You then bought $symbol 
            for customer $customer at $time2, after which you sold 
            $quant3 shares of $symbol at $time3 for $$price3, 
            thus making you a profit of $$profit.</text-content>
         </sms-contents>
      </sms>
   </delivery-channels>
</window-notification>

Because this example uses MMS, you need to define a different SMTP server. Any email account referenced by 
that server must be specified in your SMTP configuration. The window calculates fields to use when formatting 
notification messages to the broker. A schema and a function context are defined.

When an event comes in, functions are run on the input event and schema data is created. You can use values 
from either the input event or the schema data in the message content. For example:

We noticed you bought <b>$quant1</b> shares of <b>$symbol</b> for $<b>$price1</b> 
on <b>$day</b> at <b>$time1</b>. You then bought <b>$symbol</b> for 
customer <b>$customer</b> at <b>$time2</b>, after which 
you sold <b>$quant3</b> shares of <b>$symbol</b> at <b>$time3</b> 
for $<b>$price3</b>, thus making you a profit of $<b>$profit</b>.
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Note the number of variable references, some to the schema data (quant1, price1, price3, ...), and some to 
the input data (symbol). Variable references are also used to resolve the routing information for the notification:

<recipients>$email</recipients>
<gateway>$sms</gateway>
<phone>$phone</phone>

A function is used to determine when to send the notification. The same deliver function is used for all channels.

<deliver>contains(toLower($brokerName),'@BROKER@')</deliver>

Whenever you see the notation @TOKEN@ in an XML model, this means that the token is resolved when the 
project is loaded. These tokens can be resolved in one of three ways:

n on the command line, for example,dfesp_xml_server -BROKER pippin

n in your environment, for example, $ export BROKER=pippin

n in the properties for a project, for example, <property name=’BROKER’>pippin</property>

In this case, you can specify which broker to use to send a notification.

Using Functional Windows to Monitor Stock Trades

Suppose that you had stock trade information streaming into an event stream processing model. You want to 
generate an event anytime that a huge trade (> 150000 shares) takes place during the first or last 15 minutes of 
the trading day.

Your model includes the following Source window:

<window-source name='source' insert-only='true'>
   <schema>
      <fields>
         <field name='id' type='int32' key='true'/>
         <field name='symbol' type='string'/>
         <field name='currency' type='int32'/>
         <field name='time' type='int64'/>
         <field name='msecs' type='int32'/>
         <field name='price' type='double'/>
         <field name='quant' type='int32'/>
         <field name='venue' type='int32'/>
         <field name='broker' type='int32'/>
         <field name='buyer' type='int32'/>
         <field name='seller' type='int32'/>
         <field name='buysellflg' type='int32'/>
      </fields>
   </schema>
</window-source>

You stream events from the Source window into a Filter window to obtain huge trades:

<window-filter name='hugeTrades'>
   <expression><![CDATA[quant>150000]]></expression>
</window-filter>

That data flows into the Functional window, where the functions are defined using the 
timeString,precision,quotient, and timeSecondOfDay support functions:

<window-functional name='transform'>
   <schema>
      <fields>
         <field name='id' type='int32' key='true'/>
         <field name='symbol' type='string'/>
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         <field name='timeString' type='string'/>
         <field name='hourOfDay' type='double'/>
         <field name='quant' type='int32'/>
      </fields>
   </schema>
   <function-context>
      <functions>
         <function name='timeString'>
            timeString($time)
         </function>
         <function name='hourOfDay'>
            precision(quotient(timeSecondOfDay($time),3600),2)
          </function>
      </functions>
   </function-context>
</window-functional>

Several fields in are defined in the schema of the Functional window. However, functions are defined only for a 
few fields. The remaining fields are copied from the input event.

You include functions to do the following things: format a time into a readable form in the timeString field, and 
then calculate a floating-point value representing the hour of the day on which the trade was made.

<function name='hourOfDay'>
          precision(quotient(timeSecondOfDay($time),3600),2)
       </function>

This function produces a floating-point value that you can stream to a filter in order to get early and late huge 
trades.

<window-filter name='earlyTrade'>
   <expression><![CDATA[hourOfDay<9.75]]></expression>
</window-filter>

<window-filter name='lateTrade'>
   <expression><![CDATA[hourOfDay>15.75]]></expression>
</window-filter>

Running several million trades through the model generates output like the following:

<event opcode='insert' window='project/query/earlyTrade'>
   <value name='hourOfDay'>9.73</value>
   <value name='id'>11847604</value>
   <value name='quant'>1000000</value>
   <value name='symbol'>NOK</value>
   <value name='timeString'>Wed Aug  4 09:43:48 2010</value>
</event>

<event opcode='insert' window='project/query/lateTrade'>
   <value name='hourOfDay'>15.81</value>
   <value name='id'>16739499</value>
   <value name='quant'>270400</value>
   <value name='symbol'>TXT</value>
   <value name='timeString'>Wed Aug  4 15:48:47 2010</value>
</event>
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Streaming Analytics with Scoring and Training in SAS 
Event Stream Processing Studio

Overview

This example demonstrates the use of the machine learning algorithm k-means, which is often used for cluster 
analysis in data mining. The algorithm assigns data points to their nearest cluster centroid. Each cluster centroid 
is then recomputed based on the average of the cluster’s data points. In k-means clustering, the input event is 
augmented with a cluster number. This indicates the cluster that the observation falls into.

This example uses two files:

n The XML file (model.xml) associated with this example.

n input.csv is an input file. This file contains the events to be scored.

Note: The CSV data and model XML code that are used in this example are available within your installation, 
typically in the following location: /opt/sas/viya/home/SASEventStreamProcessingEngine/
<release>/examples/analytics/analytics_kmeans. Replace <release> with the release number in 
your installation directory path.

Project Details

This project contains three windows:

n w_source is a Source window. This is where events from the input.csv file enters the model to be scored.

n w_training is a Train window. This window generates and periodically updates the k-means model.

n w_scoring is a Score window. This is where the events are scored.

Figure 12 Diagram of the Streaming Analytics Model with Scoring and Training

Example Steps

To complete this example, follow these steps:
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1 On the Projects page, click .

The New Project window appears.

2 In the New Project window, do the following:

a In the Name field, enter Scoring_and_Training.

b In the Description field, enter: This model demonstrates the use of the K-means machine 
learning algorithm for clustering.

c Click OK.

If you do not currently have any ESP servers configured, you are prompted to decide whether you want to 
configure an ESP server now.

Note: It is assumed that you do not have any ESP servers configured. If you already have ESP servers 
configured, go to step 5.

3 Click Yes to configure an ESP server now.

The ESP Server Properties window appears.

4 Configure an ESP server:

a In the Name field, enter a name to identify the new ESP server that you want to create.

b In the Host field, enter the host name of the new ESP server.

c In the HTTP port field, enter the new ESP server’s HTTP publish/subscribe port.

d If required, in the Description field, enter a description of the new ESP server.

e If required, in the Tags field, enter any keywords that describe the ESP server and then press Enter. 

f If required, click Edit to change the setting for the Authentication field:

n None: This is the default option.

n Kerberos: This option is relevant only if the ESP server is configured to require authentication using 
Kerberos.

n OAuth token: This option is relevant only if the ESP server is configured to require authentication 
using an OAuth token. If you select this option, an additional field appears where you must enter the 
OAuth token.

n Username and password: This option is relevant only if the ESP server is configured to require 
authentication using a user name and password (SASLogon Services). If you select this option, 
additional fields appear where you must enter the user name and password.

g If required, select the Connect using SSL check box. Selecting this option is relevant only if the ESP 
server is configured to require SSL encryption.

h If required, select the Enable server logging check box to enable logging on the ESP server.

i If required, in the Number of messages to retain field, change the default number of messages that are 
retained by the ESP server log. The default is 10,000 messages.

j Click OK.

Your project is created with a default set of properties.

5 In the right pane, configure your project’s properties:

a Expand Attributes.
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b Select the Compress open patterns check box.

6 Expand Input Streams on the Windows pane on the left and drag a Source window to the workspace.

The right pane displays the Source window’s properties.

7 Enter a name for the Source window: In the right pane, in the Name field, change the default name to 
W_source.

8 Configure W_source window’s event type:

a In the right pane, expand State and Event Type.

b Select the Accept only “Insert” events check box. 

9 Specify an output schema for the W_source window:

a In the right pane, click .

b Click . 

The Output Schema window appears.

c Click  to add a row to the schema table. After you add a row, click  again to add the next row.

Enter the following values in the rows:

Key Field Name Type

Y id Int64

N x_c Double

N y_c Double

d Click OK.

10 The W_source window will stream events from a file called input.csv that contains example data. You can 
find this CSV file in the analytics_kmeans folder in the /examples/analytics directory. To add a 
connector to this CSV file:

a In the right pane, click .

b If it is not already selected, click the W_source window to select it.

c Expand Input Data (Publisher) Connectors and click . 

The Publisher Connectors window appears.

d In the Name field, replace the default value with Source_File.

e In the Fsname field, enter the path to the CSV file. For example, you might enter /opt/sas/viya/
home/SASEventStreamProcessingEngine/<release>/examples/analytics/
analytics_kmeans/input.csv. Replace <release> with the release number in your installation 
directory path.

f In the Fstype drop-down list, select csv.

g Configure the Source_File connector’s properties: 
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i Click All properties.

The All Properties window appears.

ii Select true from the drop-down list in the Value field of the transactional property.

iii Enter 1 in the Value field of the blocksize property.

iv Click OK.

h Click OK.

i Collapse Input Data (Publisher) Connectors.

11 Configure an output rule for the W_source window:

a Expand Output Rules. 

b Select the Only output “insert” events check box.

12 Expand Analytics on the Windows pane on the left and drag a Train window to the workspace.

This window uses the k-means algorithm to periodically generate a new clustering model.

The right pane displays the Train window’s properties.

13 Specify a name for the Train window: In the right pane, in the Name field, change the default name to 
W_training.

14 Connect the W_source window to the W_training window with an edge:

a Position the cursor over the anchor point at the bottom of the W_source window so that the anchor point 
color changes to white.

b Click the white anchor point, hold the mouse button down, and draw a line to the anchor point in the 
W_training window.

The W_training window now accepts events from the W_source window.

15 If it is not already selected, click the W_training window on the workspace to select it. 

16 If it is not already expanded, expand Settings.

17 In the Algorithm drop-down list, select KMEANS.

18 Expand KMEANS:

a Expand Parameters.

b In the nClusters field, confirm that the default number of clusters is set to 2.

c In the initSeed field, enter 1 to specify the random seed that is used during initialization when each point 
is assigned to a random cluster.

d In the dampingFactor field, confirm that the damping factor’s default value for old data points is set to 
0.8.

e In the fadeOutFactor field, confirm that the default value for determining whether an existing cluster is 
fading out is set to 0.05.

f In the disturbFactor field, confirm that the default value for the disturbance factor when splitting a cluster 
is set to 0.01.
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g In the nInit field, confirm that the default value for the number of data events that are used during 
initialization is set to 50.

h In the velocity field, enter 5 to specify the number of events that arrive at a single timestamp.

i In the commitInterval field, confirm that the default value for the number of timestamps to elapse before 
committing a model to downstream scoring is set to 25.

j Collapse Parameters.

k Expand Input Map.

l In the Field column in the table, click the row in the table twice and select x_c and y_c from the drop-
down list. These variables are to be used in the clustering.

19 Expand Analytics on the Windows pane on the left and drag a Score window to the workspace. 

The right pane displays the Score window’s properties.

This window scores incoming events.

20 Enter a name for the Score window: In the right pane, in the Name field, change the default name to 
W_scoring.

21 Specify a schema for the W_scoring window:

a In the right pane, click .

b Click . 

The Output Schema window appears.

c Click  to add a row to the schema table. After you add a row, click  again to add the next row.

Enter the following values in the rows:

Key Field Name Type

Y id Int64

N x_c Double

N y_c Double

N seg Int32

N min_dist Double

N model_id Int64

22 Click OK.

23 Connect the W_source window to the W_scoring window with an edge.

The W_scoring window can now score events that originate from the W_source window.

24 Configure the settings for the W_scoring window:

a Click the W_scoring window on the workspace.
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b Expand Settings if it is not already expanded.

c Specify an algorithm to use to score incoming events:

i In the Configured algorithms field, click .

The Configured Algorithms window appears.

ii Select the KMEANS check box.

iii Click OK.

d Expand KMEANS.

e Configure an input map:

i Expand Input Map.

ii In the Field column in the table, click the row in the table twice and select x_c and y_c from the drop-
down list. These variables are to be used in the clustering.

iii Collapse Input Map.

f Configure an output map:

i Expand Output Map.

ii Specify the output variable name in the output schema that stores the cluster label. In the labelOut 
row, click the Name field twice to display the drop-down list and select seg.

iii Specify the output variable name in the output schema that stores the distance to the nearest cluster. 
In the minDistanceOut row, click the Name field twice to display the drop-down list and select 
min_dist.

iv Specify the output variable name in the output schema that stores the ID of the model from which the 
score is computed. In the modelIdOut row, click the Name field twice to display the drop-down list and 
select model_id.

25 Connect the W_training window to the W_scoring window with an edge.

26 Configure the project’s continuous query:

a Click .

b In the right pane, in the Name field, change the default name to scoretrain_cq.

c Expand Debugging.

d In the Enable trace server logging for this query field, select W_scoring and W_training.

27 Click  .

28 Click .

A new page called Test: Scoring_and_Training appears.

29 In the Test Server drop-down list, select the ESP server on which you want to test the model.

30 Click .

The results for each window appear in separate tabs:
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n The w_source tab displays events to be scored

n The w_training tab displays the generated clustering model using the k-means algorithm

n The w_scoring tab displays the scored events

31 To stop the test, click . 

Building and Using a Geofence in SAS Event Stream 
Processing Studio

Overview

This example creates a model that displays a list of wanted vehicles found in close proximity of critical 
infrastructure sites. The model performs the following actions:

n streams a list of vehicles, including vehicle locations

n streams a list of vehicles that are included on a vehicle watch list

n streams a list of critical infrastructure sites, including site locations

n processes the list of vehicles and attempts to match any wanted vehicles that are in close proximity to critical 
infrastructure sites

n produces a list of wanted vehicles found in close proximity to critical infrastructure sites

Note: The CSV data and model XML code that are used in this example are available within your installation, 
typically in the following location: /opt/sas/viya/home/SASEventStreamProcessingEngine/
<release>/examples/xml/geofence2_xml. Replace <release> with the release number in your installation 
directory path.

Project Details

This project contains six windows:

n The ANPR window is a Source window. This is where a list of all vehicles within close proximity of critical 
infrastructure sites from the anpr.csv file enter the model.

n The VehicleWatchList window is a Source window. This is where a list of all vehicles on the vehicle watch list 
from the wantedvehicle.csv file enter the model.

n The CriticalInfrastructure window is a Source window. This is where a list of sites that contain critical 
infrastructure from the infrastructure.csv file enter the model.

n The WantedVehicleMatch window is a Join window. This is where a list of all vehicles found within close 
proximity of critical infrastructure sites, and a list of all wanted vehicles are merged into one list.

n The Geofence window is a Geofence window. This is where geofencing information that relates to the 
matched vehicles enter the model.

n The GeofenceMatches window is a Filter window. This is where the geofencing information is filtered.
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Figure 13 Diagram of the Geofence Model

Example Steps

To complete this example, follow the steps below:

1 On the Projects page, click .

The New Project window appears.

2 In the New Project window, do the following:

a In the Project name field, enter geofence_demo.

b In the Description field, enter a description. Here is an example: This model can be used to 
identify wanted vehicles found in close proximity to critical infrastructure 
sites.

c Click OK.

If you do not currently have any ESP servers configured, you are prompted to decide whether you want to 
configure an ESP server now.

Note: It is assumed that you do not have any ESP servers configured. If you already have ESP servers 
configured, skip to step 5.

3 Click Yes to configure an ESP server now. 

The ESP Server Properties window appears.

4 Configure an ESP server:
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a In the Name field, enter a name to identify the new test server to create.

b In the Host field, enter the host name or the IP address of the test server.

c In the HTTP port field, enter the test server’s HTTP publish/subscribe port.

d If required, in the Description field, enter a description of the new ESP server.

e If required, in the Tags field, enter any keywords that describe the ESP server and then press Enter. 

f If required, click Edit to change the setting for the Authentication field:

n None: This is the default option.

n Kerberos: This option is relevant only if the ESP server is configured to require authentication using 
Kerberos.

n OAuth token: This option is relevant only if the ESP server is configured to require authentication. If 
you select this option, an additional field appears where you must enter the OAuth token.

n Username and password: This option is relevant only if the ESP server is configured to require 
authentication using a user name and a password (SASLogon Services). If you select this option, 
additional fields appear where you must enter the user name and password.

g If required, select the Connect using SSL check box. Selecting this option is relevant only if the test 
server is configured to require SSL encryption.

h If required, select the Enable server logging check box to enable logging on the ESP server.

i If required, in the Number of messages to retain field, change the default number of messages that are 
retained by the ESP server log. The default is 10,000 messages.

j Click OK.

Your project is created with a set of default properties.

5 Expand Input Streams on the Windows pane on the left and drag a Source window to the workspace. 

The right pane displays the Source window’s properties.

6 Specify a name for the Source window: In the right pane, in the Name field, change the default name to 
ANPR.

7 Configure the ANPR window to accept only “Insert” events and to automatically generate the key field:

a Expand State and Event Type.

b Select the Accept only “Insert” events check box.

c Select the Automatically generate the key field check box.

8 Specify an output schema for the ANPR window:

a In the right pane, click .

b Click . 

The Output Schema window appears.

c Click  to add a row to the schema table. After you add a row, click  again to add the next row.

Enter the following values:
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Key Field Name Type

N vrm String

N lat Double

N long Double

N date Timestamp

Y pkey String

d Click OK.

9 The ANPR window streams a list of vehicles from a file called anpr.csv that contains example data. You can 
find this CSV file in the geofence2_xml folder in the examples directory. To add a connector to this CSV 
file:

a In the right pane, click .

b Expand Input Data (Publisher) Connectors and click .

The Connector Configuration window appears.

c In the Name field, replace the default value with anpr_csv_read.

d In the Fsname field, enter the path to the CSV file. For example, you might enter /opt/sas/viya/
home/SASEventStreamProcessingEngine/<release>/examples/xml/geofence2_xml/
anpr.csv. Replace <release> with the release number in your installation directory path.

e In the Fstype drop-down list, select csv.

f Configure the anpr_csv_read connector’s properties: 

i Click All properties.

The All Properties window appears.

ii Enter %Y-%m-%d %H:%M:%S in the Value field of the dateformat property.

iii Enter 1 in the Value field of the header property.

iv Select true from the drop-down list in the Value field of the ignorecsvparseerrors property. 

v Select true from the drop-down list in the Value field of the noautogenfield property. 

vi Click OK.

g Click OK.

10 Expand Input Streams on the Windows pane on the left and drag another Source window to the workspace.

The right pane displays the Source window’s properties.

11 Specify a name for the Source window: In the right pane, in the Name field, change the default name to 
VehicleWatchList.

12 Specify an output schema for the VehicleWatchList window:
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a In the right pane, click .

b Click . 

The Output Schema window appears.

c Click  to add a row to the schema table. Enter the following values:

Key Field Name Type

Y vrm String

d Click OK.

13 The VehicleWatchList window streams a list of wanted vehicles from a file called wantedvehicle.csv that 
contains example data. You can find this CSV file in the geofence2_xml folder in the examples directory. 
To add a connector to this CSV file:

a In the right pane, click .

b Expand Input Data (Publisher) Connectors and click .

The Connector Configuration window appears.

c In the Name field, replace the default value with vehicle_watchlist.

d In the Fsname field, enter the path to the CSV file. For example, you might enter /opt/sas/viya/
home/SASEventStreamProcessingEngine/<release>/examples/xml/geofence2_xml/
wantedvehicle.csv. Replace <release> with the release number in your installation directory path.

e In the Fstype drop-down list, select csv.

f Configure the vehicle_watchlist connector’s properties: 

i Click All properties.

The All Properties window appears.

ii Enter 1 in the Value field of the header property.

iii Click OK.

g Click OK.

14 Expand Transformations on the Windows pane on the left and drag a Join window to the workspace.

The right pane displays the Join window’s properties.

15 Specify a name for the Join window: In the right pane, in the Name field, change the default name to 
WantedVehicleMatch.

16 Connect the ANPR window to the WantedVehicleMatch window with an edge:

a Position the cursor over the anchor point at the bottom of the ANPR window so that the anchor point color 
changes to white.

b Click the white anchor point, hold the left mouse button down, and draw a line to the anchor point in the 
WantedVehicleMatch window.
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The WantedVehicleMatch window now accepts values from the ANPR window.

17 Connect the VehicleWatchlist window to the WantedVehicleMatch window with an edge.

The WantedVehicleMatch window now accepts values from the VehicleWatchlist window.

Note: Each window in your model displays specific icons that represent window properties. For example, if a 
Source window contains a publisher connector, the window displays the corresponding publisher connector 
icon. For more information about window icons, see Window Icons. The WantedVehicleMatch window 
displays an error icon  indicating that an invalid join type has been set. The occurrence of this error is 
expected behavior and will be resolved later when you set a valid join type.

18 Click the WantedVehicleMatch window in the workspace.

The right pane displays the Join window's properties.

19 Examine the calculation method for the WantedVehicleMatch window’s output fields:

a In the right pane, expand Settings.

b Inspect the Left window and Right window fields. Notice that the ANPR window is regarded as the left 
window and the VehicleWatchList window is regarded as the right window. This is due to the order in 
which you added the edges.

c In the Output field calculation method field, confirm that Select fields is selected from the drop-down 
list.

As a result of choosing the Select fields option, as new input events arrive, join non-key fields are 
calculated using a join selection string. This selection string is a one-to-one mapping of input fields to join 
fields.

d Collapse Settings.

20 Configure the WantedVehicleMatch window’s join criteria:

a If it is not already expanded, expand Join Criteria.

b In the Join Type drop-down list, select Inner.

c Collapse Join Criteria.

21 Configure the WantedVehicleMatch window’s join conditions:

a Expand Join Conditions.

b In the Join Conditions field, click  to add a join condition.

c Click the cell in the Left: ANPR column twice, and select vrm from the drop-down list.

d Click the cell in the Right: VehicleWatchList column twice, and select vrm from the drop-down list.

22 Specify an output schema for the WantedVehicleMatch window:

a In the right pane, click .

b Click .

The Edit Output Schema window appears.

Use this window to configure the fields as shown in the following table. As the schema fields required 
have already been defined previously, click  to open the Copy Fields from Input Schema window. 
Select the following schema fields and click OK.
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Window Field Type

ANPR vrm String

ANPR lat Double

ANPR long Double

ANPR date TimeStamp

The Edit Output Schema window displays the fields that you selected.

c Click OK.

23 Click .

24 Expand Input Streams on the Windows pane on the left and drag another Source window to the workspace. 

The right pane displays the Source window’s properties.

25 Specify a name and description for the Source window: 

a In the right pane, in the Name field, change the default name to CriticalInfrastructure.

26 Specify an output schema for the CriticalInfrastructure window:

a In the right pane, click .

b Click . 

The Output Schema window appears.

c Click  to add a row to the schema table. After you add a row, click  again to add the next row. Enter 

the following values:

Key Field Name Type

Y name String

N lat Double

N long Double

N location String

N county String

N region String

N type String

N capacity String

N opened String
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Key Field Name Type

N closed String

N demolished String

N notes String

d Click OK.

27 The CriticalInfrastucture window will stream a list of sites that contain critical infrastructure from a file called 
infrastructure.csv that contains example data. You can find this CSV file in the geofence2_xml folder in the 
examples directory. To add a connector to this CSV file:

a In the right pane, click .

b Expand Input Data (Publisher) Connectors.

c Click .

The Connector Configuration window appears.

d In the Name field, replace the default value with infrastructure_csv_reader.

e In the Fsname field, enter the path to the CSV file. For example, you might enter /opt/sas/viya/
home/SASEventStreamProcessingEngine/<release>/examples/xml/geofence2_xml/
infrastructure.csv. Replace <release> with the release number in your installation directory path.

f In the Fstype drop-down list, select csv.

g Configure the infrastructure_csv_reader connector’s properties:

i Click All properties.

The All Properties window appears.

ii Enter 1 in the Value field of the header property.

iii Select true from the drop-down list in the Value field of the ignorecsvparseerrors property. 

iv Click OK.

h Click OK.

28 Expand Utilities on the Windows pane on the left and drag a Geofence window to the workspace. 

The right pane displays the Geofence window’s properties.

29 Specify a name for the Geofence window: In the right pane, in the Name field, change the default name to 
Geofence.

30 Connect the WantedVehicleMatch window to the Geofence window with an edge.

31 Connect the CriticalInfrastructure window to the Geofence window with an edge.

32 Click the Geofence window in the workspace.

The right pane displays the Geofence window's properties.

33 Configure the Geofence window’s positional settings:
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a Expand Positions.

b In the X coordinate field, select long from the drop-down list.

c In the Y coordinate field, select lat from the drop-down list.

d In the Default lookup distance (meters) field, enter 20.

e Collapse Positions.

34 Configure the Geofence window’s geometric settings:

a Expand Geometries.

b In the table, in the X coordinate row, select long from the Field drop-down list.

c In the table, in the Y coordinate row, select lat from the Field drop-down list.

d In the Default radius (meters) field, enter 100.

e Collapse Geometries.

35 Configure the Geofence window’s geofence algorithm properties:

a Expand Geofence Algorithm Properties.

b Select the Record invalid geometries in the standard output log check box.

c Collapse Geofence Algorithm Properties.

36 Configure the Geofence window’s output map properties:

a Expand Output Map.

b In the Geometry ID field, enter geoid.

c In the Event number field, enter eventnum.

d Collapse Output Map.

37 Expand Transformations on the Windows pane on the left and drag a Filter window to the workspace. 

The right pane displays the Filter window’s properties.

38 Specify a name for the Filter window: In the Name field, change the default name to GeofenceMatches.

39 Configure a subscribe connector for the GeofenceMatches window:

a Expand Subscriber Connectors.

b Click .

The Connector Configuration window appears.

c In the Name field, enter sub.

d Select the Snapshot check box. 

e In the Fsname field, enter the path to the output file: result.out. For example, you might 
enter /opt/sas/viya/home/SASEventStreamProcessingEngine/<release>/examples/xml/
geofence2_xml/result.out. Replace <release> with the release number in your installation directory 
path.

f In the Fstype drop-down list, select csv.
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g Click OK.

40 Specify a filter expression for the GeofenceMatches window:

a Expand Filter.

b In the Expression field, enter geoid != ''

c Collapse Filter.

41 Connect the Geofence window to the GeofenceMatches window with an edge.

42 Configure your model’s connector orchestration:

a Click .

b In the right pane, expand Connector Orchestration.

c Click  below the Connector groups label.

The Connector groups window appears.

d In the Name field, enter sub1.

e Click  below the Connectors label.

f In the Connector column, click the newly created row and select cq1/GeofenceMatches/sub from the 
drop-down list.

g In the Target state column, select Running from the drop-down list.

h Click OK.

i Click  below the Connector groups label.

The Connector groups window appears.

j In the Name field, enter pub1.

k Click  below the Connectors label.

l In the Connector column, click the newly created row and select cq1/ANPR/anpr_csv_read from the 
drop-down list.

m In the Target state column, confirm that Finished is selected from the drop-down list.

n Click OK.

o Click  below the Connector groups label.

The Connector groups window appears.

p In the Name field, enter pub2.

q Click  below the Connectors label.

r In the Connector column, click the newly created row and select cq1/CriticalInfrastructure/
infrastructure_csv_reader from the drop-down list.

s In the Target state column, confirm that Finished is selected from the drop-down list.
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t Click OK.

u Click  below the Connector groups label.

The Connector groups window appears.

v In the Name field, enter pub3.

w Click  below the Connectors label.

x In the Connector column, click the newly created row and select cq1/VehicleWatchlist/
vehicle_watchlist from the drop-down list.

y In the Target state column, confirm that Finished is selected from the drop-down list.

z Click OK.

aa Configure the dependency rules. Click  below the Dependency rules label. After you add a row, click 

 again to add the next row.

Enter the following values in the rows:

Row Controlling Group Dependent Group

1 sub1 pub1

2 pub2 pub1

3 pub2 pub3

ab In the right pane, click .

The XML Editor appears.

ac Locate the following line in the XML code: <edge source="sub1" target="pub1"/>

ad Amend this line to the following: <edge source="sub1" target="pub1 pub2 pub3"/>

43 Configure your model’s threading level:

a In the right pane, click .

b In the right pane, expand Attributes.

c In the Threads field, enter 8.

44 The model is now complete. Click  to save your model.

45 Click .

A new page called Test: geofence_demo appears.

46 In the ESP Server drop-down list, confirm that the ESP server on which you want to test the model is 
selected. If the appropriate ESP server is not selected, select it from the drop-down list.
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47 Click .

The results for each window appear on separate tabs:

n The ANPR tab lists all vehicles within close proximity of critical infrastructure sites

n The VehicleWatchlist tab lists all vehicles on the vehicle watch list

n The WantedVehicleMatch tab combines a list of all vehicles found within close proximity of critical 
infrastructure sites with a list of all wanted vehicles.

n The Geofence tab lists the geofencing information that relates to the matched vehicles

n The CriticalInfrastructure tab lists sites that contain critical infrastructure

n The GeofenceMatches tab shows any wanted vehicles found within close proximity of critical 
infrastructure sites

Note: If the table is empty, check that the publisher connectors for the ANPR, VehicleWatchList, and 
CriticalInfrastructure windows are set correctly to point to the CSV files.

48 To stop the test, click .

The project stops and then unloads from the ESP server.

SAS® and all other SAS Institute Inc. product or service names are registered trademarks or 
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