
SAS® Data Quality 3.4: Getting 
Started

Overview

The road to high-quality data analytics starts with consistent, accurate, and reliable data. SAS Data Quality 
enables you to cleanse your text-based enterprise data across multiple data sources and execution 
environments.

SAS Data Quality provides a set of SAS language elements that support data quality operations in the SAS 9 
execution environment and in the SAS Viya Cloud Analytic Services (CAS) environment.

SAS Data Quality is included in an increasing number of SAS applications. The following table lists the SAS 
software that supports data quality programming. The second table lists the SAS software that provides a 
graphical means of invoking data quality operations. The graphical software generates executable SAS code 
that can contain data quality language elements.

Table 1 SAS Software That Includes a SAS Data Quality Programming Interface

SAS Software Description

SAS Data Quality and SAS Data Quality Server: Language 
Reference

SAS procedures, functions, and related language elements 
that support data quality operations in SAS 9 and in SAS 
Cloud Analytic Services (CAS).

SAS Data Quality: CAS Action Programming Guide CAS actions enable administrators to programmatically 
manage SAS Quality Knowledge Bases in CAS.

SAS Viya Administration: Using the Command-Line 
Interfaces

Command-line interface for QKB management.

SAS Data Quality Accelerator for Teradata SAS data quality stored procedures run in-database on 
Teradata.

SAS Event Stream Processing SAS data quality functions cleanse data efficiently at the 
point of data entry, to support the Internet of Things.

SAS Federation Server Enables data quality operations on data that is collected 
from diverse sources.

https://documentation.sas.com/?cdcId=dqcdc&cdcVersion=3.4&docsetId=dqclref&docsetTarget=titlepage.htm
https://documentation.sas.com/?cdcId=dqcdc&cdcVersion=3.4&docsetId=dqclref&docsetTarget=titlepage.htm
https://documentation.sas.com/?cdcId=dqcdc&cdcVersion=3.4&docsetId=casactdq&docsetTarget=titlepage.htm
https://documentation.sas.com/?cdcId=calcdc&cdcVersion=3.4&docsetId=calcli&docsetTarget=titlepage.htm
https://documentation.sas.com/?cdcId=calcdc&cdcVersion=3.4&docsetId=calcli&docsetTarget=titlepage.htm
https://documentation.sas.com/?cdcId=dqcdc&cdcVersion=3.4&docsetId=dqaccltdug&docsetTarget=titlepage.htm
http://support.sas.com/documentation/onlinedoc/esp/index.html
http://support.sas.com/documentation/onlinedoc/fedserver/index.html


SAS Software Description

SAS API for Data Quality Returns information about a Quality Knowledge Base.

Table 2 Graphical SAS Software That Includes SAS Data Quality

SAS Software Description

SAS Data Explorer Uses data quality functions to generate Data Profile reports.

SAS Data Studio Provides a graphical interface for job creation, with 
extensive data quality capabilities. SAS Data Studio jobs 
run in CAS.

SAS Data Loader for Hadoop Provides a wizard-based user interface to create, run, and 
manage directives in Hadoop. The Cleanse Data directive 
provides multi-threaded data quality features.

DataFlux Data Management Studio and DataFlux Data 
Management Server

Enables you to graphically create jobs and real-time 
services that include data quality transformations. Web 
applications submit job execution requests to the server. 
DataFlux Data Management Studio provides support for 
customizing the Quality Knowledge Base that is referenced 
during data cleansing.

SAS Data Integration Studio Combines data quality transformations and expressions as 
part of its extensive data warehousing capabilities.

Introducing the Data Quality Operations

Identification Analysis

To take advantage of the value of your data, you need to know the types of data that you have. Identification 
Analysis helps you understand your data by naming the type of the content in each variable. Identifying your 
data enables data profiling, data preparation, data cleansing, and data analysis.

Identification Analysis generates text classifications; it does not determine the database data type of your data, 
such as CHAR, BOOLEAN, or INTEGER. Instead, Identification Analysis reads text values and determines the 
semantic type of those values.

The output of Identification Analysis is a named classification that is known as an identity. The following example 
shows how identities are derived from text values:

Input Identity

William Smith NAME

500 SAS Campus Drive ADDRESS

+1 (919) 677–8000 PHONE
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https://developer.sas.com/apis/rest/DataManagement/#Data-Quality-
https://documentation.sas.com/?cdcId=dprepcdc&cdcVersion=2.2&docsetId=datahub&docsetTarget=titlepage.htm
https://documentation.sas.com/?cdcId=dprepcdc&cdcVersion=2.2&docsetId=datastudioadv&docsetTarget=titlepage.htm
http://support.sas.com/documentation/onlinedoc/dmdd/index.html
http://support.sas.com/documentation/onlinedoc/dfdmstudio/index.html
http://support.sas.com/documentation/onlinedoc/dfdmserver/index.html
http://support.sas.com/documentation/onlinedoc/dfdmserver/index.html
http://support.sas.com/documentation/onlinedoc/etls/index.html


Identification Analysis evaluates text values only; it does not process numeric values.

Identification Analysis works best with short text strings in relational database tables. To classify the text in 
documents, consider using SAS Text Analytics.

In addition to assigning identities to text strings, Identification Analysis can also return confidence scores, as 
shown in the following example:

Input Identity Score

Washington CITY 90

STATE/PROVINCE 80

Sara Lee INDIVIDUAL 60

ORGANIZATION 50

Confidence scores show you when a text string is nearly certain to apply to one identity. Perhaps more 
importantly, confidence scores also show you when a text string needs further attention to determine its identity. 
The preceding examples do not have one identity that is clearly superior. Further investigation into the context of 
the data is required to assign identities to these text strings.

The generation of confidence scores and the assignment of identities are deterministic rather than probabilistic. 
The rules that are used to determine identities and assign confidence scores are created by subject matter 
experts.

Identification Analysis is used in SAS Data Explorer to generate profile reports. SAS Data Explorer is part of 
SAS Data Preparation for SAS Viya. To learn more about SAS Data Explorer, see SAS Data Explorer: User’s 
Guide. Profile reports contain Identification Analysis results for each text string in a data set. The assigned 
identities help you prepare your data for analysis in applications such as SAS Visual Analytics. For example, if a 
Data Profile report shows that several text strings contain the names of states or provinces, then you can plan to 
standardize those names. Or, if you discover that multiple text strings contain the names of individuals, you can 
run Gender Analysis on those text strings to guess the gender of those individuals.

You can also use Identification Analysis to flag sensitive types of data, such as Personally Identifiable 
Information (PII). To detect PII in your data, use Identification Analysis to find text strings with identities such as 
NAME and ADDRESS. These text strings become candidates for obfuscation or other processing.

Another use of Identification Analysis is to reorganize your data according to your own business rules. For 
example, in DataFlux Data Management Studio, you can use Identification Analysis in a job that routes text 
strings to the appropriate columns in a table, depending on semantic type. To learn more about this capability, 
see the Right Fielding node in the DataFlux Data Management Studio: User’s Guide. Outside of DataFlux Data 
Management Studio, you could implement your own logic in a DATA step program or in a SAS Data Preparation 
plan.

Another application for Identification Analysis is to flag records that contain values that have an unexpected 
semantic type. For example, if analysis shows that a column of postal addresses actually contains several 
phone numbers, you can flag those records for remediation.

To learn more about the SAS applications that support data quality operations, see the Overview. To learn more 
about programming with the data quality functions and procedures, see the SAS Data Quality and SAS Data 
Quality Server: Language Reference.

Locale Guessing

In addition to knowing the semantic type of your data, you might want to know the locale of origin of your data. 
Locale Guessing determines the most likely locale, as shown in this example:
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Input Output

+1 (919) 677-8000 English, United States

+49 6221 4150 German, Germany

Gender Analysis

When your data represents individual persons, you can analyze that data to determine the gender of each 
person. Gender data can be useful in subsequent statistical analysis, particularly in the domains of medical 
reporting and product marketing.

The input for Gender Analysis is a text string, and the output is gender code, as shown in the following example:

Input Output

William Smith M

Susan B Anthony F

P Jones U

The output value U, meaning UNKNOWN, indicates that a gender cannot be determined from the input string.

Gender Analysis typically expects the name of an individual as an input. In some cases, other types of input are 
accepted. For example, for data that applies to certain locales, a state-issued personal identification number 
contains a digit that represents the gender of the owner. See the documentation for your SAS Quality 
Knowledge Base to learn what Gender Analysis definitions are available.

The expected input format for Gender Analysis generally consists of a given name and a family name in a single 
text string. It is sometimes possible to obtain that input from two strings, one for the given name, and another for 
the family name. For details about how to map inputs into a Gender Analysis operation, see SAS Data Quality 
and SAS Data Quality Server: Language Reference or see the documentation for the application that you are 
using to invoke the Gender Analysis operation.

Gender Analysis is sensitive to the locale of your data. Names or other data that might indicate one gender in 
one locale could indicate a different gender in a different locale. For example, the name KIM CHRISTENSEN 
might be determined to be the name of a woman in the United States. In Denmark, this name might be 
determined to be the name of a man. To learn how to configure locale settings, see the documentation for your 
data quality programming interface or application.

Parsing

Parsing breaks a text string into a set of constituent sub-strings. The sub-strings represent a set of semantically 
atomic portions of the original string. In other words, each of the outputs has meaning in its own right.

For example, consider the sub-strings that can make up a person’s name. Most names contain a given name 
and a family name. A given name and a family name both have meaning of their own. You can use a Parsing 
operation to generate separate instances of the given name and family name:
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Input Output

Bob Smith Given Name Bob

Family Name Smith

If a person’s name consists of more than a given name and a family name, then the output includes additional 
sub-strings:

Input Output

Mr Bob C Smith Jr Prefix Mr.

Given Name Bob

Middle Name C

Family Name Smith

Name Suffix Jr

Different types of data yield different sub-strings:

Input Output

Cary, NC 27513 City Cary

State/Province NC

Postal Code 27513

SAS Data Quality uses natural-language processing techniques to intelligently identify meaningful constituents 
of an input string and map them to context-specific sub-strings. Each sub-string generates a named variable 
called a token. The tokens are referenced by name to access their respective sub-strings.

We can examine how parsed sub-strings are used for sorting, filtering, and querying. Assume that you need to 
generate a table that lists medical patients in selected states in the United States. Assume also that your source 
table consists of patient names, addresses, and medical history. To begin, use a Parsing operation to extract 
state names from the address column. In the same step, you map the resulting sub-strings into a new State 
column in the target table. Using the target table, you could do the following:

n sort rows by state

n filter rows by state to create smaller tables of selected states

n query the table for rows that apply to a particular state

To use the Parsing operation for data analysis using the same medical data, you could use a Parsing operation 
to generate a column of ZIP codes. You could then use the table to summarize data per ZIP code, and compare 
data between ZIP codes.

Parsing operations are optimized to work on short, well-structured text strings, such as those that are found in 
relational database tables. If you need to extract terms from long or unstructured text strings, such as articles or 
documents, consider using SAS Visual Text Analytics.
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Extraction

Sometimes, even in relational data, you can have text strings with little or no structure. It might not always be 
possible to parse such strings into constituent components. Instead, you might want to simply scan the string 
and extract a few meaningful attributes. An example of such an Extraction operation is as follows:

Input Output

William Smith – call after 
6pm 919-123-4567

Phone 919-123–4567

Standardization

Standardization transforms text strings by rendering them in a preferred format. A Standardization operation can 
rearrange words, change individual words or symbols, and apply casing rules.

The particular transformations that are applied to a text string are determined by the semantic type of the data. 
You provide the semantic type of the data as a context when you invoke a Standardization operation. For 
example, if you specify that the string "Virginia" is a US state, then the transformed value is "VA". In contrast, if 
you specify that the string "SMITH, VIRGINIA" is the name of an individual, then the transformed value is 
"Virginia Smith".

Here are some example inputs and outputs of a Standardization operation:

Input Output

north carolina NC

JONES, DOCTOR JAMES Dr James Jones

9195425602 (919) 542-5602

apartment 3 100 main street 100 Main St, Apt 3

Use Standardization if you want to increase the readability or consistency of your relational text strings. 
Standardizations can increase the accuracy of subsequent frequency counts.

Standardization uses pattern-based rules to perform transformations. It does not perform lookups in reference 
databases. In this way, Standardization differs from data enrichment operations such as address verification. 
Data enrichment operations search reference databases to return records that match an input text string. Data 
enrichment can also retrieve additional information about the input string. Therefore, data enrichment provides a 
richer feature set than Standardization. However, reference database searches can be computationally 
intensive, and the licensing fees for the reference databases can be expensive.

In contrast, Standardization provides comparatively simple formatting without validation, but without expensive 
lookups. You can also design your own rules for Standardization in DataFlux Data Management Studio.

Note that if you use SAS Data Quality to perform Matching operations on your data, you do not need to pre-
process your data with Standardization. Matching is designed to match and cluster similar text values, even 
when those values have dissimilar formats.

For details about how to use Standardization, see SAS Data Quality and SAS Data Quality Server: Language 
Reference, or to the documentation for your SAS application that supports data quality.
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Casing

The Casing operation in SAS Data Quality applies intelligent rules to uppercase, lowercase, or proper case your 
text data. Use Casing when you want your data to be rendered in a specific case for purposes of readability or 
compliance with a standard.

In many situations, the application of casing rules is straightforward. For example, the abbreviations of US states 
are always rendered in all-uppercase letters:

Input Output

nc NC

tx TX

Similarly, you can decide to always render your website URLs in all-lowercase letters, such as www.sas.com.

However, there are situations in which casing rules are applied on an exception basis. The exceptions typically 
apply to proper casing. The following outputs demonstrate that SAS Data Quality applies rule-based and 
knowledge-based exceptions to correctly apply proper casing. The outputs go beyond the simple capitalization 
of the first letter in each word:

Input Output

SAS INSTITUTE SAS Institute

EBAY INC eBay Inc

ronald mcdonald Ronald McDonald

Casing rules can differ according to the context of the input. For example, the characters MO are cased 
differently in these two strings:

   Mo Farah

   St Louis, MO

In the first string, the word Mo is a given name. In the second string, MO is an abbreviation for Missouri, the 
name of a state in the United States. When you invoke the Casing operation in SAS Data Quality, you specify a 
context that determines which casing rules are applied to your data. Specifying a context ensures that the casing 
rules are applied appropriately for your particular type of data.

For details about how to use Casing with a specific set of casing rules, see SAS Data Quality and SAS Data 
Quality Server: Language Reference or see the documentation for your SAS application that supports Data 
Quality operations.

Matching

Matching operations provide a way to apply fuzzy matching logic in various data cleansing and data integration 
operations. You can use fuzzy matching logic to find and remove duplicate records, implement fuzzy searches, 
perform fuzzy joins, and more.

In SAS Data Quality, matching operations are based on the generation of text strings called matchcodes. A 
matchcode is a fuzzy representation of an input text string. If two or more text strings yield the same matchcode, 
then those strings match. For example, the following records constitute a match:
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Input Input Address Matchcode

Mr. Robert J. Beckeit P.O. Box 2270 392 Main St. M3~$$$$M@M$$$$!KH$$BP$$HHIO$$

Bob Beckett 392 S. Main St. PO Box 2270 M3~$$$$M@M$$$$$!KH$$BP$$HHIO$$

Rob Beckett 392 S. Main St. PO Box 2270 M3~$$$$M@M$$$$$!KH$$BP$$HHIO$$

You perform fuzzy matching operations by generating matchcodes for your data and then sorting and comparing 
the matchcodes, or using them as criteria for joins or other data integration operations.

Pattern Analysis

A Pattern Analysis operation generates a pattern that represents the characters in an input string. The pattern 
enables you to quickly determine whether an input string conforms to an expected format. For example, you can 
generate the following patterns for the following input strings:

Input Output

TX AA

Chicago AAAAAAA

MI AA

PA AA

In the preceding example, the input string Chicago has a different pattern than the other records in the column. 
The pattern discrepancy indicates that the value might have a different semantic type and should perhaps be 
moved to a different column.

Pattern Analysis is especially useful when it is combined with frequency distribution. You can generate pattern 
output for an input data set, and then generate a frequency distribution that shows the frequency of each 
pattern. For example, you might analyze a State column and find the following:

Pattern Frequency

AA 98.6%

AA. 0.8%

AAAAAAAAAA 0.4%

AAAAAAAA 0.2%

The preceding table shows that most of the rows in the State column use the two-character format that is 
preferred in the United States. A small percentage of rows have different formats. The rows that differ could be 
standardized.

The ability to run Pattern Analysis and generate a frequency distribution is a built-in feature in SAS data profiling. 
Data profiling is available in applications such as SAS Data Preparation and DataFlux Data Management Studio. 
These applications display frequency distribution tables that provide quick insight into the nature and quality of 
your data.
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Quality Knowledge Base

What Is a Quality Knowledge Base?

SAS Data Quality relies on a collection of rules and reference data that is called the SAS Quality Knowledge 
Base (QKB). Your SAS Data Quality deployment includes a QKB called the SAS Quality Knowledge Base for 
Contact Information.

To invoke data quality operations, you must configure SAS Data Quality to use this QKB or another one that is 
already present in your organization. To learn how to configure SAS Data Quality, and how to reference a QKB 
in your data quality operations, see Prerequisites for SAS Data Quality.

QKB Definitions

Most of the data quality operations require a parameter that is called a QKB definition. A QKB definition (or just 
definition) refers to a context-specific set of rules and reference data in a QKB. The context typically relates to a 
particular semantic data type. For example, if you are parsing address data, you use a definition that is designed 
specifically to process address data.

Each QKB contains many definitions. Definitions are specific to the data quality operation being performed. They 
are often referred to by the type of their associated data quality operation. For example, to parse address data, 
you specify an Address Parse definition. To standardize telephone numbers, you specify a Phone 
Standardization definition.

Most of the interfaces that support SAS Data Quality can list the definitions that are available in your QKB. 
Similarly, SAS data quality programs can generate a list of available definitions. The documentation for your 
QKB describes its definitions and provides example inputs and outputs.

QKB Locales

Most QKBs contain support for multiple locales. This means that the definitions in the QKB are designed to 
process data that originates in different geographical regions, and are rendered in different languages. When 
you invoke a data quality operation, in addition to specifying a definition, you also specify a locale. The locale 
and the definition provide the full context of your source data.

To see which locales are supported in your QKB, browse your QKB listings in SAS Environment Manager, or see 
the documentation for your QKB.

QKB Customization

The QKB that is included in your SAS Data Quality software order contains a wide assortment of definitions that 
are designed to analyze and transform contact information. If your organization needs to invoke data quality 
operations on additional types of text data, then you can customize your QKB. To learn more about QKB 
customization, see Customize a QKB.

Programming with SAS Data Quality

You can invoke SAS data quality operations programmatically using SAS procedures and DATA step functions. 
For information, see SAS Data Quality 3.4 and SAS 9.4 Data Quality Server: Language Reference. To use a 
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graphical interface to invoke data quality operations, select a link in the table of SAS graphical applications in the 
“Overview”. 

SAS® and all other SAS Institute Inc. product or service names are registered trademarks or 
trademarks of SAS Institute Inc. in the USA and other countries. ® indicates USA registration. Other 
brand and product names are trademarks of their respective companies. Copyright © 2018, SAS 
Institute Inc., Cary, NC, USA. All Rights Reserved. October 2018 3.4-P1:dqgs
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